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For those of us who have taken the time, over years perhaps, to gain an 
understanding of Microsoft SQL Server, we have developed not only skills and 
experience, but a certain affection for the platform. We enjoy its simple efficiency 
and power, its rewarding features and its occasional quirks. When we move to 
work with the cloud and data science - as we all surely will in one way or another - 
the day dawns on a familiar, but strangely altered landscape. Important landmarks 
of our working day, such as security, storage management and performance 
tuning have shifted focus. We need to find our bearings again in this new, ever-
changing, world.

In this paper, we'll explore this often-puzzling landscape. In particular, we will look 
at Microsoft Azure Synapse Analytics: a unique platform bringing together the 
best of data integration, data warehousing, and data science in a shared 
environment. There is much to learn here, but for the SQL Server professional 
there is also much already well-understood. Rather than feeling anxious about a 
world where so much has changed, we can confidently build on our existing 
expertise and bring our hard-won enterprise practice to domains where the 
priorities we understand so well - such as governance, query optimization and 
data provisioning - are only just starting to take on the significance we know they 
deserve.

Introduction

https://azure.microsoft.com/en-us/services/synapse-analytics/
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The new analytics landscape
For the SQL Server professional, the biggest change in data architecture has been 
the growing maturity of the data lake as an enterprise data store. Data in the 
lake remains in its raw state - often loosely structured or unstructured - and the 
file system or object store enables the high-volume storage of all sorts of data. 
The growing importance of this new store reflects not only the great volume and 
variety of data we now handle, but also the rapid growth of data science.

Unlike a Business Analyst, who typically prefers to work with data cleansed and 
structured to enterprise standards, the Data Scientist often works experimentally 
with raw data, quite distinct from what BI users call exploration. Instead, rather 
like the scientific method you learned in high school, this approach involves 
setting up hypotheses and running numerous algorithms to test them. The 
process involves preparing several alternative views of the data with varying 
buckets of values, or calculating different deltas between values, or transforming 
matrixes. If these experiments result in interesting insights, they may then be put 
into production on new, live, data at great scale. Provisioning data for this 
methodology is of course quite a change from delivering structured data through 
a relational warehouse. Governing the data is even more different! For example, 
data scientists often do not know the detail of what is available in the data lake 
without exploration. Yet we cannot just allow them to roam freely. Every 
organization has restricted data, whether it is commercially sensitive or 
personally identifiable information. Privacy regulation today, and good practice 
at any time, prevents us from just opening all data. See our whitepaper The 
Scientist, the Engineer and the Warehouse for a more thorough discussion of 
this topic.

The carefully crafted formal schemas we design for relational systems find less 
favor with the data lake architect, who gives priority to frictionless ingestion: 
loading native data to the store as quickly as possible. Schemas for analytics may 
be defined, not in the storage engine, but in the analytics engine such as Apache 
Spark.

Spark itself is a framework for data processing that can work on very large data 
sets, distributing its work across many nodes. Spark's innovations include a high-
performance in-memory engine and it's concept of a Resilient Distributed 
Dataset (RDD) - an immutable collection of objects that can live over relational 
databases, NoSQL stores, text files and columnar Parquet files. The Spark Core 
API simplifies the details of distributed processing with straightforward method 
calls and functions for joins, samples and aggregation. This API and Spark's 
powerful processing are the main reasons why Spark has proved so popular with 
developers working in machine learning.

Just a few years ago, these Spark developers seemed rather distant from the 
priorities and practices of database developers and BI analysts. It’s a cliché, but 
with plenty of truth, that Spark developers appeared very focused on the 
technicalities (and the community politics) of the Apache ecosystem, having 
grown their skills with Hadoop, or on dramatically large-scale deployments in 
leading tech companies, often building out their own infrastructure.

Every organization 
has restricted 
data, whether it is 
commercially 
sensitive or 
personally 
identifiable 
information.

https://azure.microsoft.com/en-gb/resources/the-scientist-the-engineer-and-the-warehouse/
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But today, Spark is becoming the common platform for a much broader range 
of users, whose interests overlap with traditional BI. They may be data 
engineers coding pipelines, rather than ETL developers, and increasingly 
business analysts rather than data scientists, but their concerns with 
performance, managing metadata and navigating models will be familiar to the 
SQL administrator. Indeed, within a few years, the majority of Spark users may 
well come from a less technical background without the low-level focus of the 
first generation of Spark developers.

Given the growing significance of this new landscape (big data, Spark and data 
science) and the reality that the data warehouse is still mission-critical for 
enterprises, the challenge remains: how to bring these worlds together in a 
coherent, performant, manageable way.

You may think that your enterprise is too small or too 
straightforward to need data science or advanced 
analytics, or even big data capabilities. But today, even 
modestly sized organizations have demands which 
compare to the large enterprises of just a few years 
ago.

For example, even with a simple commercial web 
presence, you have access to information you directly 
collect about customer purchases; but you can also 
have a great deal of data about their browsing behavior 
on the website. Add to that detailed intelligence 
available publicly about market trends, competition, 
demographics, and other influences. When you want to 
analyze your customer behavior, even as a small 
business, you can mine a rich seam of data. For sure, if 
you are not working with these insights, someone else 
already is, or some new competitor will emerge 
building on exactly these capabilities.

In short, if you are in business today, you are a data 
business. And if you are a data business, you need to 
be analytics business to keep your edge.

As we look forward to the future, we can see how 
increasingly, machine learning and artificial intelligence 
could make automated decisions. Many of the 
processes which today require human intervention will 
prove simple to automate, whether making an offer, a 
recommendation, or closing a deal. And even where full 
automation remains out of reach, machine learning 
increasingly augments human decision making. If you 
are not a data science business today, it is still in your 
future.

The challenge for the small and medium enterprise 
(and for many a large enterprise) is how to get there. In 
particular, how to get there while retaining the value of 
traditional BI and existing expertise?

All businesses are anaytics businesses

Spark is becoming 
the common 
platform for a 
much broader 
range 
of users, whose 
interests overlap  
with traditional BI.
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This is the mission of Azure Synapse Analytics. To bring the best of data 
integration, the best of data warehousing and the best of big data together. To 
make the flexibility of the data lake and the power of Spark not only available, 
but usable, for a wider range of users including less technical analysts.

There are good reasons to use a cloud architecture - and just as importantly a 
single, integrated cloud platform - for these challenges.

For one thing, the volume of data being handled only gets bigger as we integrate 
more sources and serve more users. On the cloud we can do so without the 
constraints of storage, which is now merely a commodity cost. And there's a 
reason that those early Spark developers I mentioned were often building out 
their own infrastructure in large tech companies - they needed those resources 
and those advanced skills to do so.

However, building an integrated cloud platform such as Azure Synapse is not an 
easy process. It's certainly not just a matter of building a management front end 
over diverse back-end services. There are significant barriers. Understanding 
these helps us to see both how remarkable Azure Synapse is, but also, as SQL 
Server professionals, it helps us to orient ourselves and our practices in this new 
landscape.

Here are three ways in which Azure Synapse integrates and serves the diverse 
needs and world-views of data science, developers and business analysts.

1. Securing the platform and the data

Our first critical integration for the enterprise must be security.

For an enterprise deploying analytics in the cloud, security may seem at first 
daunting. Often you need to enable Azure resources to communicate securely 
with each other, with on-premises networks, or with the Internet. You may need 
to connect together different regions. In these scenarios, security architects use 
an Azure Virtual Network – VNET.

In reality, securing the entire cloud infrastructure is not a role for the SQL Server 
administrator. Indeed, this will likely be a step outside of your comfort zone. It is 
true that Azure itself and Azure Synapse have excellent security tools, and basic 
configurations are easy to set up with secure defaults. So, if you do find yourself 
managing security, for example in a smaller enterprise, you can do so with simple 
options. But larger enterprises should employ a specialized security team for 
complex scenarios.

The significance of Azure Synapse

https://azure.microsoft.com/en-us/services/synapse-analytics/
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Once the platform is secure, we still need to address the varying needs of data 
scientists, developers, and business analysts. These diverse use cases - 
exploratory data science, machine learning development and structured data 
analysis - are so different that you might think the security concerns are almost 
incompatible.

Certainly, a business analytics environment demands features such as row and 
column access controls. (See the sidebar, Security and Privacy) Row and column 
access enables you to meet what SQL Server professionals think of as quite 
simple scenarios: for example, ensuring that a nurse in a hospital can only see the 
records of the patients assigned to their care. But if you don't have row and 
column controls, you may have to rely on extracted copies of the data or filtered 
views. To a SQL DBA this is almost laughably inefficient, but for some cloud 
environments the so-called secured view is the only option. The problem is not 
just inefficiency; with every view you're creating more and more artifacts to be 
managed, which is an additional overhead and an additional object to govern. 
This is not an issue with Azure Synapse, which for the data warehouse supports 
the row and column access controls you are used to.

Category Feature Azure Synapse 
Data Protection Data In Transit

Data encryption at rest 
Data discovery and classification

Access Control Object level security (tables/views)
Row level security
Column level security
Dynamic data masking
Column level encryption

Authentication SQL Authentication
Azure Active Directory 
Multi-Factor Authentication

Network Security Managed virtual networks
Custom virtual networks
Firewall
 Azure ExpressRoute
Azure Private link

Threat Protection Threat Detection SQL 
Auditing
Vulnerability assessment

Isolation Dedicated metadata store
Hosted in customer tenant

Our first critical 
integration for the 
enterprise must be 
security.

Spark security is, by its nature, a little different. Here you need to get used to the 
idea of securing objects - such as a table - rather than specific cells of data. This 
is, however, a better way of working with data scientists whose exploratory work 
is more unpredictable in scope.
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On the other hand, identifying and managing sensitive 
data within the system, setting access controls for rows 
and columns, or setting controls on certain queries: 
these are privacy tasks, quite familiar to you as a SQL 
Server professional. Indeed, you understand these 
scenarios better than developers, who often set 
controls only on objects.
So perhaps we should shift focus a bit. Security remains 
critically important in any scenario: you should certainly 
know the basics of Azure security and Synapse security. 
But your specialization is perhaps better characterized 
as privacy and governance; in these days of ever-more-
stringent demands for compliance, that stands as 
valuable practical knowledge in itself.

Security and privacy

We can make a helpful distinction between security 
and privacy in the context of analytics:

Security is about protecting the system from 
unauthorized access. Privacy concerns the appropriate 
use of sensitive data.

For example, configuring access with Active Directory, 
isolating resources with subnets, establishing 
communications between different regions and 
different cloud applications, running vulnerability 
assessments, and preventing intrusion: these all count 
as security tasks. For enterprise cloud deployments, 
such tasks generally fall to a specialized security team.

Thinking back to the data science use case, they often like to work with data in its 
native format. If data scientists do work with structured data, it is generally 
extracted to create wide flat files with every attribute present in the row. 
Remember that their work is exploratory - they may not know in advance what 
data will prove useful, or what they are looking for. How should we then govern 
such activities in an environment which is also business-critical?

An important step is to discover where sensitive data is stored and its uses. For 
example, a data scientist may have a legitimate requirement to look at some 
personal data if working in healthcare research. Or in finance their project may 
involve developing services better targeted to appropriate customers. To 
provision such cases, rather than just opening the system in general, it is 
important to know where that sensitive data lies in the system so that one can 
restrict its use to approved users and approved cases. You can't secure what you 
don't know. Systems which rely on the goodwill of the data scientist are, from a 
regulatory point of view, fatally flawed. Systems which overly restrict data are 
difficult to administer and often too limiting for practical use. What we really 
need is a system which can provide data scientists with the fine grain data they  
need for their job, but with the kind of governance that we're used to seeing in 
BI. That requires a platform with integrated enterprise authentication like Active 
Directory. But the platform also needs features such as Data Discovery and 
Classification, which is available for SQL Server, including for cloud data 
warehouse scenarios, and which is in further development to cover all data in 
Azure Synapse.

An important step 
is to discover where 
sensitive data is 
stored and its uses.
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2. Managing diverse workloads

As we have seen, Azure Synapse Analytics brings diverse environments 
together, providing a layer of security and governance. The next challenge? To 
manage these capabilities in a production environment.

One thing you will learn very quickly about business analytics and data science: 
their workloads are quite different. Azure Synapse supports multiple languages 
suited to diverse analytic needs, including SQL, Python, .NET, Java, and Scala. 
But workloads differ not only in terms of their coding language, or even the 
processing involved: they also have contrasting priorities. Let's look at three 
varied workloads and the demands they place on our system:

Many data warehouse queries count as mission-critical, in 
that they drive the enterprise reporting needed for daily 
operational decision making, as well the financial and 
management reports which managers use for tactical and 
strategic planning. These workloads can be very demanding, 
but they are at least predictable. For example, any SQL Server 
data warehouse administrator will recognize the 9am problem - 
when every user sits down at their desk with a morning coffee, 
logs in and refreshes the day's reports. That's the kind of 
challenge that data warehousing has been designed to solve. 
The demand remains predictable, even if the process is 
complex.

The data scientist, on the other hand, explores and 
experiments with big data. Business analysts, too, may explore 
structured data. Such workloads are, by their nature, 
unpredictable. We never quite know what volume of data they 
will work with, or what computational power will be required. 
These tasks do matter for the enterprise as a whole, over a 
medium-to-long-term perspective, but they are rarely mission 
critical within a time constraint.

And then we meet the kind of rare yet high profile executive 
query that arises when someone in the C-suite needs answers 
quickly in the light of some urgent issue. This analysis may be 
driven by a BI tool such as Power BI and will likely be ad-hoc 
analysis. Yet it still demands a high priority, not because of the 
workload itself, but because of the user and their expectations. 
We can't say, Well, that's just experimentation so we'll push it 
down the stack.

Azure Synapse 
supports multiple 
languages suited to 
diverse analytic 
needs, including SQL, 
Python, .NET, Java, 
and Scala.
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These competing demands result in very different kinds of workloads, which still have to be 
managed carefully with great performance. Some administrators just want to throw more resources 
at the problem - adding more clusters. There's a cost involved, but it's easy to do. But many SQL 
Server professionals would be proud of that solution. Why? Because it is not only inelegant, it is 
inefficient. Every time you bring a cluster online, there's a cost - clusters cost money - but there's 
also a lag: it takes time to spin up a cluster. If this new workload, which requires a new cluster, is one 
of these mission critical, high-profile workloads, then that can be a problem in itself. Meanwhile, you 
still have to maintain the caches across all of these clusters - there's a compute cost to that, too. 
Managing mixed workloads by spinning up new clusters is as clunky as managing privacy 
requirements with secured views. It looks simple, but it's wasteful of resources and adds to the work 
you need to do as an administrator.

In Azure Synapse, you can manage workloads with three important techniques:

• Workload Classification. To assign a request to a workload group and setting importance levels.
• Workload Importance. To influence the order in which a request gets access to resources.
• Workload Isolation. To reserve resources for a workload group.

This flexibility in managing diverse workloads will be an essential requirement for modern data 
warehouse management and integration with data science needs. And again, as a SQL Server 
professional you will be familiar with the principles.
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3. Integrated lifecycle management

So far, we have considered challenges for the architecture and administration of 
an integrated analytics platform. But in this mixed environment developers have 
their problems to bear too.

We have seen that data scientists really do need a data lake, where they can 
work with data in its native format. Any process which transforms data from its 
raw state is also likely to change the data in ways which can affect its usefulness. 
Data cleansing, for example, is essential before performing business analysis to 
ensure that duplicates, missing values, and outliers are conformed to a regular 
standard. For the data scientist, in some scenarios (fraud detection, for example) 
those same duplicates, missing values and outliers may be exactly what they are 
interested in.

For these reasons, in addition to relational sources, data scientists need access 
to file formats capable of handling native data formats, either text files or open 
file formats such as Parquet - a columnar storage format.

We have already said that Azure Synapse supports multiple languages: SQL, 
Python, .NET, Java, and Scala. The development environment is, in fact, 
integrated into Synapse Studio: a single place for data engineers, data scientists, 
and IT Pros to collaborate on enterprise analytics. Tasks you might perform in 
the Studio are organized into Activity Hubs, such as Data, Orchestrate or 
Monitor. One such hub is the Develop Hub, where you write code and define 
business logic of your data pipeline via notebooks, SQL scripts, data flows, and 
so on.

Any process which 
transforms data  
from its raw state is 
also likely to 
change the data in 
ways which can 
affect  its 
usefulness.
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The Develop Hub not only supports our multiple languages but offers Intellisense 
for reliable code development. You can even switch between notebooks and 
scripts without losing content and develop visualizations in Power BI.

As a SQL Server developer you may be used to working in Developer Edition then 
pointing your code to the corporate version on Enterprise Edition. With Azure 
Synapse, as you author SQL scripts in the cloud environment, you can execute 
the script on a dedicated SQL pool or using the serverless SQL pool, viewing 
results in table or chart form and exporting results in several popular formats.

Notebooks support multiple languages in one notebook - including PySpark, 
Scala, C# and Spark SQL - with syntax highlighting, syntax error, code completion 
and smart indent. You can even use temporary tables across languages and 
configure a session to control how many resources are devoted to running your 
notebook.

Business Intelligence developers can use Power BI in Develop Hub, creating 
reports and updating reports in real time from the Azure Synapse workspace.

A present platform, looking to the future

These are only three examples of how Azure Synapse Analytics integrates 
contrasting (and too often contradictory) worlds.

Note that Azure Synapse enables best practices in each of these domains, 
especially building on your existing expertise and practical knowledge. Yet Azure 
Synapse goes further - with a unique potential emerging from the interplay of 
these technologies, whether data science with the enterprise capabilities of the 
data warehouse, or BI with the power of Spark.

With Azure Synapse, 
as you author SQL 
scripts in the cloud 
environment, you 
can execute the 
script on a dedicated 
SQL pool or using 
the serverless SQL 
pool.



13

Azure Synapse for  
the SQL Professional

Hopefully, you have seen already that Azure Synapse Analytics does not leave 
your SQL Server experience behind. In fact, you will find your professional skills 
are essential to the new enterprise analytics enabled by this platform. 
Nevertheless, your work will change in important ways. Often, you'll see a 
change of emphasis, or a shift in priorities, rather than an upheaval. It may be 
useful look at some of these new priorities in more detail.

From servers to systems

In the beginning of this paper, it was mentioned that SQL Server professionals 
have a certain affection for the platform. Truth is, we often have an affection for 
our servers! Our work so often focuses on the physical server itself: that box in 
the corner or on the rack that we manage or interface with. It is the server that 
we invest in, that we patch and maintain. Even in clusters, each server has - can 
we say a personality? We certainly treat them so, giving servers names - from TV 
shows, movies, comics, national parks, and endless variations.

So, here's the first change in mindset we need to get used to with Azure Synapse 
and our work. It's not about the server, it's all about the system.
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When we manage SQL Server on premises, we take charge of many services to 
keep the box running efficiently. For example, backups are a significant 
responsibility. We need to establish a backup strategy and schedule, but 
watching as our databases grow in size to ensure they will succeed within a time 
window. So, we end up tirelessly tuning our backups and our restores. With 
Azure Synapse, snapshots are a built-in feature of the service that creates restore 
points. You do not have to enable this capability, although you can (and should) 
create user-defined restore points too. You may restore your data warehouse in 
your primary region from any one of the snapshots taken in the past seven days. 
Moreover, a geo-backup is created once per day to a paired data center, 
enabling you to restore a data warehouse in case you cannot access the restore 
points in your primary region.

In short, running a business continuity strategy day-in, day-out once represented 
a significant part of our work, but in Azure Synapse it is handled with great 
resilience and efficiency by the system. Now our responsibly is to ensure that we 
can work effectively with this system in the event of an outage or an incident, for 
example by understanding how to redirect client applications to a data 
warehouse in another region.

The management of temp databases and tables is another example where 
machine learning and automation within the Azure Synapse system takes the 
place of previously painstaking design and maintenance. And as we saw with 
security, the important differences between Spark and DW security will require 
you to take a more systemic view of how data can be provisioned and governed, 
rather than just using one tool for the job.

Storage and compute costs are billed separately, so 
changing data warehouse units does not affect storage 
costs. And for those of us familiar with on-premises 
storage, storage costs are astonishingly cheap.

Serverless SQL pool is an interactive query service 
enabling T-SQL queries over high scale data in Azure 
Storage. Since it is serverless, it has no infrastructure to 
manage. You pay only for query execution. The data 
you can query may even reside in CSV, Parquet or JSON 
files. And SQL serverless integrates with Power BI. As 
you can see, this is a radically different way of thinking 
about SQL: how and where it executes are quite unlike 
your familiar tools.

New ways of executing SQL

When managing data and running queries, we may be 
used to thinking about a single SQL engine, but in Azure 
Synapse thing looks rather different. For complete T-SQL 
analytics in Azure Synapse there are two components: 
dedicated SQL pool and serverless SQL pool.

Dedicated SQL pool represents a collection of analytic 
resources - CPU. memory and IO - that are provisioned 
when using Azure Synapse SQL. The size of SQL pool is 
determined by Data Warehousing Units (DWU). And what 
is a DWU? A unit of compute scale: a normalized abstract 
measure of the resources and performance. For higher 
performance, you can increase the number of data 
warehouse units. For less performance, reduce DWUs. 

With Azure Synapse, 
snapshots are a  
built-in feature of 
the service that 
creates restore 
points. 
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In Azure Synapse, all components are distributed systems. In this light, you can 
see how the focus of your work changes. You will find yourself less concerned 
where the data is. If Serverless SQL pool spins up 20 nodes to answer a query, 
you don't need to care much, nor spare a thought for whose nodes they are. 
Nor will you worry about the storage assigned to a particular server. Rather you 
need to think about the system as a whole and how the parts you care about 
(perhaps the Data Warehouse rather than the Data Lake) interact and affect 
other components.

At this point, a little personal worry may creep in. After all, when vendors talk 
about zero-administration, IT professionals hear zero administrators. It is not so. 
In fact, the SQL Server professional has a critical role to play in the success of 
Azure Synapse. Rather, your experience and practice are directed toward some 
new targets.
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New priorities

We have seen that Azure Synapse integrates several use cases into a single 
environment. Data integration, data science, machine learning, data warehousing, 
business intelligence: whatever we call such practices, the scenarios and workloads are 
diverse. As a result, any system administrator faces a wide range of tasks. You will find 
yourself quite busy with user management, orchestration of data loading jobs, 
managing triggers, and configuring linked services (Azure Synapse includes almost 100 
connectors for external resources) and integration runtimes.

However, there are two areas where your background as a SQL Server professional will 
be particularly invaluable. We should look at these now in more detail.

Governance

For the data warehouse administrator, governance stands as a major consideration. By 
its nature, the data warehouse contains high-value information, which may have 
specific access rules. And when that data includes customer data, or other personally 
identifiable information, we must ensure it is properly protected if we make it broadly 
available.

Data science, until recently, has taken a more relaxed approach to data governance, but 
legislation and public concerns have changed what used to be a rather casual attitude.

data warehouse users and can assign roles in the Azure 
portal. Moreover, given the range of use cases and 
scenarios and the wide range of possible integrations 
with other applications and workflows, it really will 
prove best to use Azure Active Directory, which in a 
large organization will require you to work closely with 
your Azure security team. Yes, SQL Server authentication 
is still available, but we really cannot recommend 
provisioning SQL Server Authenticated users.

Authentication in Azure

We have talked already about the importance of fine-
grained row and column permissions; the SQL 
administrator knows how to apply and manage these. 
But it is still true that, despite the availability of 
Windows Authentication for many years, some SQL 
Server administrators still use SQL Server native 
authentication. This is not best practice on-premises and 
certainly not a good solution in Azure. Firstly, note that 
you can use Azure Active Directory for authenticating  
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You have seen already how important Azure's integrated security is to the 
modern data analytics platform. The advanced tools which are available form a 
new SQL Information Protection paradigm aimed at protecting the data, not 
just the database:

• Discovery & recommendations: The classification engine scans your
database, identifying columns containing potentially sensitive data. You can
review and apply classification recommendations.

• Labeling: Columns can be tagged with sensitivity classification labels which
you may then use for auditing and protection scenarios.

• Query result set sensitivity: Using your classifications, the sensitivity of query
result set is calculated in real time for auditing.

• Visibility: You can view your sensitive data classifications in a detailed
dashboard in the portal.

For the SQL Server professional much of this is familiar territory, although with 
novel features. As Microsoft develops these capabilities further - especially as 
they enable sensitive data discovery in the data lake as well in the warehouse - 
you can expect to play a major role in protecting all the enterprise data used 
for analysis.

In addition to sensitive data protection, as a SQL Server professional you should 
be familiar with Microsoft's Vulnerability Assessment tools, available since 2012. 
Vulnerability Assessment is a scanning service which employs a knowledge 
base of rules to flag security concerns such as misconfigurations, excessive 
permissions, and unprotected sensitive data.

Once again, expect to work closely with your security team, but, remembering 
our distinction between privacy and security, many issues will surface as privacy 
concerns in your scope of control. And again, as these assessments are more 
widely applied to the data lake and other services, your practical knowledge in 
working with them will prove unique and invaluable.

Vulnerability 
Assessment is a 
scanning service which 
employs a knowledge 
base of rules to flag 
security concerns such 
as misconfigurations, 
excessive permissions, 
and unprotected 
sensitive data.
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Optimization
You will not worry about the number of boxes needed for execution, the 
volumes of storage required, or many of the other metrics that kept you awake 
at night as a SQL Server DBA under pressure from your enterprise. You will focus 
on two questions:

Can your users get their 
answers on time?

And at what cost at the 
end of the month?

Anyone working seriously with SQL databases is certainly used to optimization, 
even with a remarkably intelligent self-managing system like SQL Server. After all, 
optimization is not just about running the engine efficiently, it includes writing 
the best code.

You know that writing optimized T-SQL is an art in itself. But developers and data 
scientists may not be at all familiar with the best practices of the database world. 
Bearing mind, the target of your optimization is somewhat different (focused on 
getting answers on time with the minimal cloud resource billing) you will yet find 
many of your best practices hold true. Practices like the following:

• Don't use SELECT * (If you teach data scientists one thing, teach them this.)
• Avoid subqueries where you can.
• Use EXISTS operator instead of IN, especially on large tables.
• Group INSERT statements into batches.
• Avoid TABLE SCAN or INDEX SCAN in your execution plan.

These are simple examples: you likely have a wide range of similar tips and tricks 
at your fingertips. They are remarkably useful even in cloud computing 
environments with cheap storage and almost unlimited resources. This proves 
especially true when dealing with very large volumes of data - petabytes or more 
are becoming remarkably common. Every optimization you can make impacts 
the monthly cloud services bill.

$
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No longer just gatekeepers
The aim of this whitepaper has been to introduce the SQL Server professional to some 
important aspects of Azure Synapse Analytics. We need to shift our mindset in order to 
work most effectively with these new technologies.

Many database administrators worry about their future role because they see new 
technologies - such as Spark - and new priorities as a challenge. In fact, what we learn in 
the SQL Server world positions us very well for Azure Synapse.

There is however, one final change in attitude we may need to make. Those of you have 
worked closely with self-service business intelligence teams, using tools such as Power BI, 
have probably come across this already. But for many DBAs their role made them 
effectively the gatekeepers of IT - determined to keep users out, because that is what 
enterprise priorities required of them.

Modern business intelligence, data science and machine learning offer a quite different 
test of our skills: how can we be effect shopkeepers of data? How can we provision data 
and services which are fit for purpose, safe to consume, attractive and readily available to 
the appropriate users? And how can we do this, with an eye always to the performance 
and cost of the system.

Azure Synapse Analytics is an exciting new development in the world of data and 
intelligence. For SQL Server professionals, this should be an exciting time too.
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• Try Azure Synapse for free with an Azure trial account

• Create your first Azure Synapse workspace

• Hands-on training series for Azure Synapse Analytics

Get started today

https://azure.microsoft.com/en-us/free/synapse-analytics/
https://azure.microsoft.com/en-us/free/synapse-analytics/
https://azure.microsoft.com/en-us/resources/videos/knowledge-center/
https://info.microsoft.com/ww-landing-hands-on-training-series-for-azure-synapse-analytics.html
https://azure.microsoft.com/en-us/free/synapse-analytics/
https://azure.microsoft.com/en-us/resources/videos/knowledge-center/
https://info.microsoft.com/ww-landing-hands-on-training-series-for-azure-synapse-analytics.html



